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1 Introduction

The objective of the experiment was to compare a standard SIFT algorithm with a 
foveated version of SIFT. The problem with standard SIFT is that it concentrates on 
matching an entire image with other images, when there may only be a particular 
object in an image that has to be matched. Though the standard SIFT algorithm 
provides a high recognition rate, it is prone to a large amount of false positives 
when matching – that is finding similarities between two images though they are 
in fact different. As a solution to this problem, the experiment's aim is to 
investigate a foveated version of SIFT and compare the match error rates and 
recognition rates with that of the standard SIFT algorithm.

2 Approach

Before tackling the exercise, I first had to understand the problem with the 
standard SIFT algorithm. Using the tutorial provided, I observed the results of the 
program that compared a portrait image of Einstein with a rotated image of 
Einstein.



The results of the matching process, as shown in Illustration 1 and 2 above, 
displayed the differences between standard SIFT and foveated version of SIFT 
around the center. The standard SIFT algorithm shows a higher recognition rate. 
For example, there are common keypoints in the background of the image, as well 
as on Einstein's tie. However, this could pose the problem of a false positive. 
Given the example that the image was being compared to the photograph of 
another person who had their photograph taken in front of the same background, 
it would be possible that SIFT would match these two images despite the Einstein 
himself being the intended match. The foveated version solves this by allowing 
the fovea to be centered on Einstein's face, which greatly reduced the amount of 
false positives produced in matching the background of the image.

Illustration 1: Keypoints found using 
standard SIFT algorithm

Illustration 2: Keypoints found using a 
foveated version of SIFT



It was clear that moving the fovea helped to focus on the particular area to be 
matched. The key point descriptors found by moving the fovea away from the 
center are shown in Illustration 2,3 and 4 below.

The experimental approach was first to construct a database of images and read 
these into each version of the SIFT algorithm. 

I added the following code to the pattern matching tutorial to read in images from 
a directory:

d = dir ('../../../test/');
len = length({d.name});
v = {d.name};
i = v(3:len);
im_names = i;
im_names = parse_dir(im_names)'

I constructed the following script – parse_dir() - to remove image extensions from 
filenames when reading in from a directory, and to ignore images that were not 
.pngs :

function parsed = parse_dir(imnames)
%take in im names and remove extention 
 parsed = [];
 for i = 1:length(imnames);
     im = imnames(i);
     %if keydescript ignore
     key = regexp(im{1}, '.mat','split')
     if size(key,2) <=1
        s = regexprep(im, '.pgm', '')
        parsed = [parsed s ];
     end
 end

This allowed the code to be compatible with the scripts provided.

Illustration 5: Fovea: Top left Illustration 3: Fovea : Top 
center

Illustration 4: Fovea: Right  
middle



I then loaded in a set of images from the test directory, storing the 'best' 
matching image, ie. that with the largest number of keypoints, and false-positives, 
ie. those where the wrong image was being matched.

3 Validation 

Given more time, the approach I would then have taken would have been to 
record a confusion matrix for both standard SIFT and foveated SIFT. There was a 
directory of test images with 20 directories each containing 5 images. The matrix 
would be produced by taking each class of 5 images and matching these to the 20 
other classes. 

For each match, I would have to record the  total number of keypoints found by 
matching each class, the number of true positives where successful matches had 
occurred; the number of false positives where keypoints were found that were not 
successful matches; and the overall error rate. 

With the validation results of both standard SIFT and foveated SIFT, I would have 
expected the overall error rate of foveated SIFT to be far less than that of 
standard SIFT, as there would have been less risk of false positives in restricting 
the algorithm to a focused area of each image.

4 Results

The results of testing standard SIFT, using the images provided in test, were as 
follows:



As shown in Illustration 6 above, a large amount of key point descriptors usually 
represents a good match. However, as Illustration 7 below reveals, there is also 
the risk of matching elements of objects where the object itself is not a match.  

It was also possible for there to be no match when performing the algorithm. An 
example of this is shown in Illustration 8 below.

Illustration 6: Example of true-positives

Illustration 7: Example of false-positives

Illustration 8: Example of where there was no match



5 Conclusion

As the algorithms themselves took many hours to complete, and due to problems 
with the materials provided, I did not manage to complete the experiment as 
thoroughly as I would have liked. However, it was interesting to discover how time 
consuming pattern matching can be, and how the time was dramatically reduced 
through caching of keypoint descriptors, as shown in Illustration 9 and 10 below, 
and also by using the foveated version of SIFT to decrease the match error rate.

Illustration 9: Example of SIFT algorithm when 
calculating keypoint descriptors



With more time I will like to confirm my expectations in validating standard SIFT 
and foveated SIFT.

Illustration 10: Example of SIFT algorithm when reading keypoint  
descriptors from cache


