
Artificial Intelligence 4 
Implementation Report 

Lauren Norrie 
 

1 Status 
 
The performance tests were not carried out in this implementation due to 
timing constraints. An overview of the implementation carried out, the 
understanding of the process and the expected results are discussed in the 
sections below. 
 
 
2 Implementation 
 
2.1 Machine Learning Algorithm 
 
This implementation uses the backwards propagation algorithm. This uses the 
feed forward approach, which was suitable for the problem as data was 
provided that could be used to supervise the algorithm. The structure of the 
algorithm used was adapted from tutorial mlpdemo.m as follows: 

 
%for #training iterations 
for i = 1:maxiter 
    %for each input 
    for t = 1:N 
        %forward propagate and receive the expected output 
        [outputs, hidden] = mlpforward(inputs(t,:), w1, w2); 
        %backwards propagate the error in this output from the output layer 
        [deltaout, deltahidden] = mlpbackward(hidden, outputs, targets(t,:), 
w2); 
        %update the weights in the hidden layer according to the error  
        changew2 = [1 hidden]'*deltaout; 
        changew1 = [1 inputs1(t,:)]'*deltahidden; 
        w2 = w2 - eta*changew2; 
        w1 = w1 - eta*changew1; 
    end 
    %record the error from this iteration 
    [outputs, hidden] = mlpforward(inputs, w1, w2); 
    errorsum = sum((outputs -targets).^2); 
    fprintf('Batch %d, Error = %f\n', i, errorsum); 
    errorhistory(i) = errorsum; 
end 

 
mlpforward() performs the forward propagation. The inputs are the speaking 
rate and the pitch as these are what the algorithm should recognise as a 
particular label. The output is whether the given input is a journalist or not. To 
make this decision simpler, the labels will be stored as boolean values. 
Journalists are stored as 1 and guests are stored as 0. This is calculated using 



the strcompi() method along with deblank() which compares two lowercase 
character arrays with whitespace removed and returns 1 if they are equal. 
Targets is initialised with zeros and is updated as 1 if it is a journalist. 
 

targets = zeros(N,1); 
%store 0 if guest, 1 if journalist 

 for i=1:N, 
     label = fgets(labels) %targets/labels line 
 if(label  ~= -1), 
     %change to 1 if journalist 
                if (strcmpi(deblank(char(label)),deblank(char('journalist'))) == 1), 
                        targets(i,1)=1 
                end 
            end 
        end 
        fclose(labels); 
 
 
mlpbackward() performs the backwards propagation of the output, and this 
calculates deltas according to the error in the calculated output compared to 
the actual output. The deltas are applied such that a large error value would 
enforce a greater change in the weightings, while a more correct output will be 
punished less severely. 
 
After each iteration of the input, the overall error value is calculated to record 
the progress of the learning algorithm, before repeating the process for the 
number of training iterations. 
 
1. Performance Test 
 
The performance measure for this implementation is the number of correctly 
identified labels. For this to be recorded, adjustments must be made to the 
base implementation: the data must be reordered; test sets must be created; 
and a testing stage must be added once the algorithm has finished learning. 
1.  
2.1 Reordering the Data 
 
As the data files are arranged such that the first and third  quarters are Guests, 
while the second and fourth quarters are Journalists. Using tests sets with 
these for learning would result in a bias algorithm. Therefore reordering is 
required to create a more random set of data. As test data is supplied in 
separate files, they must me concatenated before reordering occurs to ensure 
that the matching between labels and data is not disturbed. This can be done 
by concatenating the matrices containing the separate data, reordering, and 
then splitting them. 
 



The function for reording data was Shuffle() that may be found on Matlab 
Central . This transforms a supplied matrix by creating a permutation of its 1

rows. 
 
To supply the concatenated matrix, the function horizcat() was used, which 
concatenates matrices horizontally. This is shown as follows: 
 

%%shuffle 
x = horzcat(inputs,targets) 
randomOrder = shuffle(x) 

 
Random order now contains the shuffled data that can be used for test sets. 
 
2.2 Creating Test Sets 
 
Test sets were created such that 2/3 of the data was used for training while 
1/3 was used to test the data. Alternative approaches could have been used 
such as k-turn where the sets change order on each iteration, providing a better 
source of learning data. However, splitting the data into 2 sets was simpler to 
implement and sufficient to give appropriate results. The choice of having 2/3 
of the data for training was so that the algorithm had enough data to recognise 
the labels, while enough reserved to calculate its accuracy. Learned data was 
not appropriate for testing the performance as the algorithm uses the data that 
it had seen before to estimate its output. 
 
To split the data into 2/3 and 1/3 sets this was done using the modulus 
operator: 
 
        %training set 
        i1=0; %index into training set 
        inputs1 = zeros(N1); 
        targets1 = zeros(N1,1); 
        %test set 
        i2=0;  
        inputs2 = zeros(N2); 
        targets2 = zeros(N2,1); 

     for i=1:N,%for all data entries 
            target = targets(i,1) %current target 
            rate = inputs(i,1) %speakrate 
            pitch = inputs(i,2) %pitch 
  
            %increment index into the current array 
            if(mod(i,3)==0), 
                i2=i2+1; 
            else 
                i1=i1+1; 
            end 
  
            if(mod(i,3)==0), %store 1/3 in test set 

1Shuffle: http://www.mathworks.com/matlabcentral/fileexchange/3029-shuffleorderby 



                targets2(i2,1) = target 
            else, %2/3 in training set 
                targets1(i1,1) = target 
            end 
  
            %store the corresponding input features 
  
            if(mod(i,3)==0), %store 1/3 in test set 
                inputs2(i,1) = rate; 
                inputs2(i,2) = pitch; 
            else, %2/3 in training set 
                inputs1(i,1) = rate; 
                inputs1(i,2) = pitch; 
            end 
  
        end 
 
A more efficient Matlab function may be available to split the data into these 
sets in the same way. 
If the input index is divisible by 3 then the data enters the test set, otherwise 
it enters the training set. This may not produce an exact split if the number of 
data entries is not a factor of 3, but it will be enough to provide the small and 
large set required. 
 
2.3 Testing Stage 
 
The data can learn from the training set by changing the parameters referencing 
the original data set, i.e. the labels, functions and respective sizes. 
Additionally the parameters for the number of hidden units should be adjusted, 
as lower number of hidden units would be required for a smaller data set. As 
there is no rule for the number of hidden units, the value of test-set-size/3 was 
taken. 
 
Once the data has learned from the training set, the testing stage is 
performed. Testing the data involves forward propagating the test set through 
the learned network and backwards propagating the results. The output 
received from backwards propagation can then be analysed and the recognition 
rate measured from the correctness. 
 
 
3 Performance Results and Analysis 
 
Performance tests were not completed in this implementation. An expected 
performance of 60% would have shown that the algorithm was acceptable, as 
the distribution of Guests to Journalists was 40-60%; the algorithm would have 
to at least recognise this difference in the data. If this was found then it may 
be shown that the pitch and the speaking rate were acceptable inputs for 
determining the difference between 2 groups of speakers, and that journalists 
indeed have a recognisably different way of speaking. 



 
 
4 Future Work 
 
Though the performance tests were not concluded, known improvements in the 
implementation are known. One improvement would be to use the K-Turn 
approach when splitting the test data, so that a more random ordering was 
taken when training the data. Additionally, a more complex algorithm may be 
explored to improve the recognition rate. Analysing the performance using 
different algorithms and test sets would provide a better perspective of which 
algorithm is best for this learning problem. 


